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A Multiobjective Evolutionary-Simplex Hybrid
Approach for the Optimization of Differential
Equation Models of Gene Networks
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Abstract—This paper describes genetic and hybrid approaches
for multiobjective optimization using a numerical measure called
fuzzy dominance. Fuzzy dominance is used when implementing
tournament selection within the genetic algorithm (GA). In the
hybrid version, it is also used to carry out a Nelder Mead sim-
plex-based local search. The proposed GA is shown to perform
better than NSGA-11 and SPEA-2 on standard benchmarks, as well
as for the optimization of a genetic model for owering time control
in rice. Adding the local search achieves faster convergence, an im-
portant feature in computationally intensive optimization of gene
networks. The hybrid version also compares well with ParEGO on
a few other benchmarks. The proposed hybrid algorithm is then
applied to estimate the parameters of an elaborate gene network
model of owering time control in Arabidopsis. Overall solution
quality is quite good by biological standards. Tradeoffs are dis-
cussed between accuracy in gene activity levels versus in the plant
traits that they in uence. These tradeoffs suggest that data mining
the Pareto front may be useful in biocinformatics.

Index Terms—Biological system modeling, fuzzy dominance, ge-
netic algorithms (GAs), genomics, hybrid algorithms, multiobjec-
tive optimization, simplex.

I. INTRODUCTION

OLECULAR geneticists are rapidly deciphering the

genomes of an increasing number of organisms [1].
Currently, geneticists seek to discover how genes interact within
organisms and with the environment to determine the resulting
phenotype. In agricultural settings this is called the genotype
to phenotype problem [2]. Although traditionally physiological
methods have been used to predict phenotypes for different crop
cultivars as they respond to variable environmental inputs [3],
[4], the most recent trend is to estimate phenotypic outcomes by
directly modeling the underlying gene and gene interactions at
the expression level [5] [7]. In these cases, genes are typically
modeled using Boolean logic, linear units, oscillators, etc. [8],
[9]. More recently, differential equation-based expression level
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models of important plant genes have been proposed [3] [6],
[10], [11]. Estimating parameters for these gene models so that
simulated expression levels match experimentally observed
data is a key-modeling step. This is a cumbersome task that
requires an effective, derivative-free approach (e.g., [11]). Evo-
lutionary algorithms have been successfully applied to estimate
the parameters and to simultaneously infer the structure as well
as parameters in such networks (e.g., [12] [15]).

Ideally, with noise-free phenotype data and a correct model,
estimation would yield a unique set of parameter values [16].
Unfortunately, this is very unlike the situation in molecular bi-
ology. All experimental data have instrumental error. Further-
more, molecular genetic interactions are too intricate to be cap-
tured faithfully in simplistic mathematical models. Under these
circumstances, a multiobjective approach is highly suitable for
parameter estimation because: (i) multiple data types make the
design of a single objective function problematic; (ii) individual
data sets come from different, possibly inconsistent sources; and
(iii) incomplete models may not be equally consistent with all
data sets. An added advantage of a multiobjective approach is
that when data and/or model inconsistencies do exist, tradeoffs
revealed between solutions may indicate the magnitude of the
discrepancies.

Due to their merits, multiobjective evolutionary approaches
have begun to be used in genomic applications. In [17], machine
learning and biobjective optimization is used to distinguish
between differentially regulated genes in any given gene regu-
latory network. Multiobjective clustering has been explored in
[16], [18], and [19]. A multiobjective scheme for the discovery
of association rules for use with DNA micro array data is
proposed in [20]. In [21], a method that uses multiobjective
evolutionary and hybrid algorithms to aggregate similar genes
in Arabidopsis and in yeast is suggested. The identi cation
of multiple gene subsets using multiobjective optimization is
reported in [22]. It uses SPEA-2 [23], a very popular multi-
objective evolutionary algorithm. NSGA-II, another widely
used approach [24], is applied to classify genes as benign and
malignant in a cancer detection application [25]. Recently,
a method combining another multiobjective evolutionary
approach, PAES, with operators inspired from immunology
has produced better results than NSGA-II in predicting the
structure of a protein given its sequence of amino acids [26].
In spite of their popularity elsewhere, only limited research
on applying multiobjective approaches for optimal parameter
estimation of genetic networks has been performed. In [14],
biobjective optimization is used for the parameter estimation
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of an S-systems model of gene networks. The multiobjective
approach in [27] takes into account mean square error, as well
as network connectivity and model robustness.

In this paper, a new algorithm for multiobjective optimiza-
tion is proposed that is especially ef cient for gene differential
equation models. Due to the large computational load associ-
ated with evaluating the objective functions, which require sim-
ulations of the differential equation models, the approach has
been designed to converge with fewer evaluations than other
methods. The faster convergence of the proposed approach is
well demonstrated by comparing them with other recent multi-
objective optimization approaches on standard benchmarks and
a few simpler gene network optimization tasks. Although in-
tended for tting differential equation gene network models, the
proposed algorithm can be applied in many other practical situ-
ations where each objective function evaluation can require sev-
eral minutes of CPU time.

Il. EVOLUTIONARY OPTIMIZATION AND HYBRIDIZATION

A. Evolutionary Algorithms

Evolutionary algorithms are stochastic methods that maintain
a population of individual solutions, and rely on Darwinian op-
erators of selection, mutation, and recombination. These algo-
rithms have been immensely popular as they (i) are derivative-
free techniques; (ii) are population based, and not as prone to
getting trapped in local minima; (iii) sample a wide region of the
search space; (iv) can be tailored speci cally to suit the problem;
and (v) hybridize with other algorithms for improved perfor-
mance. Such features make evolutionary algorithms good can-
didates for tting differential equation models of gene networks.

Arguably, the most common evolutionary optimization ap-
proaches are genetic algorithms (GAs). In GAs, each genera-
tion is improved by removing the poorer solutions, while re-
taining the better ones based on a fithess measure. This process is
called selection. Following selection, a method of recombining
solutions called crossover is applied. Here, two (or more) par-
ents are picked randomly for producing offspring. The offspring
are probabilistically subject to another operator called mutation,
which is a small random perturbation.

B. GA-Simplex Hybrid Algorithms

The Nelder Mead simplex algorithm [29] is a derivative-free
local search technique that moves a cluster of solutions in the
gradient direction and which can be very effectively combined
with evolutionary algorithms. These simplex-based hybrid evo-
lutionary algorithms have been shown to be very successful in
continuous optimization problems [30] [35]. A description of
the simplex algorithm is deferred until Section I11-F.

The approaches taken to incorporate a simplex-based local
search routine within the broad framework of a GA fall under
four different schemes. (i) Two-phase hybrids: Under this
scheme, the simplex algorithm is applied at the end of the
GA as a separate phase. This approach is best suited with
multimodal optimization [33], [35]. (ii) Serial hybrids: In this
method, the simplex algorithm is applied in each generation
following selection, crossover and mutation, to further improve
the tness of the individuals [31], [34], [36] [38]. (iii) Implicit

hybrids: Here, the simplex algorithm is used implicitly within
the GA operators, such as crossover [39] [41]. (iv) Parallel
hybrids: offspring are obtained from the parent generation in
two parallel tracks, while one track uses standard GA operators,
the other one uses the simplex method [32].

C. Multiobjective Optimization

In multiobjective problems, since the conventional concept of
optimality does not hold [42] [46], dominance and Pareto-op-
timality are invoked. If the optimization problem involves min-
imizing objectives e;(-),i = 1,..., M, a solution « is said to
dominate another solution v iff Vi € {1,2,..., M}, e;(u) <
e;(v) with at least one of the inequalities being strict; i.e., u isas
good as v for all objectives and better for at least one. This rela-
tionship is written « < v. In the set of all feasible solutions, that
subset whose members are not dominated is called the Pareto
set. The image of the Pareto set in the objective function space
is referred to as the Pareto front.

D. Multiobjective Evolutionary Algorithms

In addition to rapid convergence to the Pareto front, multiob-
jective evolutionary algorithms should yield solutions that de-
lineate the front at roughly regularly spaced intervals. This fea-
ture is usually referred to as diversity. Solutions that cluster in
one portion of the front while omitting or poorly marking other
areas are inferior to those possessing better diversity.

Elitist strategies (i.e., the guaranteed survival of the ttest)
have been incorporated within most current multiobjective
evolutionary algorithms [24]. Elitism is ensured by means of
an archive to store the better solutions in each generation.
Archiving is done by means of strategies that we will refer to
collectively as elite preservation.

Many evolutionary algorithms for multiobjective optimiza-
tion have been proposed [23], [24], [47] [49], [50]. Arguably,
the most popular multiobjective evolutionary algorithms today
are strength Pareto evolutionary approach (SPEA-2) [23] and
nondominated sorting genetic algorithm (NSGA-11) [24], which
we have used for comparison. The two algorithms similarly
maintain a separate population of size V and a xed-capacity
archive, often (as in NSGA-II) also dimensioned N. In each
generation, the population is merged with the archive. This
merged set is then subject to the process of elite preservation,
wherein the individual solutions are ranked. The new archive is

lled by taking the best-ranked solutions from the merged list.
Rank con icts are resolved via a diversity metric. Individuals
are also subject to tournament selection, crossover, and muta-
tion to form the population for the next generation. The general
plan adopted by NSGA-II and SPEA-2 is outlined in Fig. 1, but
with the secondary selection procedure removed. The main dif-
ference between the two is the way elite preservation is applied.
NSGA-II invokes a O(M N?) procedure called nondominated
sorting. Nondominated sorting assigns domination ranks to
each individual solution in a population, in such a manner that
solutions are assigned lower ranks than the ones they dominate.
Solutions are further prioritized based on a diversity metric that
calculates the largest enclosing objective space hypercube that
does not contain any other solutions with the same nondomi-
nated sorting rank. The perimeter is then used to compute the

Authorized licensed use limited to: University of Wisconsin. Downloaded on November 12, 2009 at 12:57 from IEEE Xplore. Restrictions apply.



574 IEEE TRANSACTIONS ON EVOLUTIONARY COMPUTATION, VOL. 12, NO. 5, OCTOBER 2008

Fig. 1. The overall scheme of the proposed approach.

density around each solution. SPEA-2, on the other hand, uses
a O(M N3) procedure for identifying and preserving elites, by

rst calculating the strength of each solution as the number of
solutions it dominates, and then summing the strengths of other
solutions that dominate it as its raw tness. A diversity term is
added to this to obtain the nal tness.

The Pareto archive evolutionary strategy (PAES) and Pareto
Envelope-based selection algorithm (PESA) [48], [52] and rank
density-based genetic algorithm (RDGA) [49] are other suc-
cessful multiobjective evolutionary algorithms. Pareto ef cient
global optimization (ParEGO) is also used for comparison [28].
ParEGO shows faster convergence than NSGA-II for a few dif-

cult problems, and like this paper, seeks to limit the number of
function evaluations [28].

E. Numerical Measures! of Dominance

Although the basic de nitions of dominance and Pareto op-
timality have spurred development of effective multiobjective
evolutionary algorithms, they do not provide a complete frame-
work for easily implementing new methods. This is because the
basic de nition of dominance: 1) does not distinguish between
two solutions when neither is dominating and 2) nor does it mea-
sure the extent by which one solution dominates another. It is
for these reasons that some numerical measures for dominance
have been proposed recently [54] [63]. K ppen et al. have pro-
posed measures based on the ratio of objective space volumes
dominated by each solution [62]. Farina et al. count the number
of objectives along which one solution is better than another,
and suggest a measure called fuzzy optimality. Fieldsend et al.
[60] consider the proportion of the estimated Pareto front that
dominates any given solution to gauge its quality.

These methods of quantifying dominance and Pareto opti-
mality are inadequate for the present research. The method in
[62] is not suitable because early in the run the population is

1The word measure is used in a loose sense only. The measures discussed
here do not necessarily follow mathematical properties of metrics.

so far from the front that the measure produces nearly indistin-
guishable values that are of little use to the simplex algorithm.
In reality, Farina et al. s approach is used for comparing solu-
tions that are already Pareto-optimal [57], [59], [61]. When the
archive is sparse, Fieldsend s method [60] also only produces a
crude measure. This research has yielded a new measure called
fuzzy dominance. This measure correlates more directly with the
crisp de nition of dominance. Additionally, an earlier version of
this measure has already been shown to produce quick conver-
gence [38], [64], [65].

I1l. APPROACH

The proposed approach is a hybrid that couples an evo-
lutionary algorithm with the simplex-based local search in
a multiobjective setting. It uses fuzzy dominance to let the
Nelder Mead simplex algorithm be applied with multiple ob-
jectives. For the rest of the paper, the algorithm will be referred
to as fuzzy simplex genetic algorithm (FSGA). The overall
scheme is shown in Fig. 1.

A. Fuzzy Dominance

Suppose the minimization problem involves M simultaneous
objective functionse; (- ),2 = 1... M. The solution space (con-
sisting of the set of all possible solution vectors) will be denoted
as ¥ C R™, where n is the dimensionality.

Definition 1: Fuzzy i-Dominance by a Solution: Given
a monotonically nondecreasing membership  function
pdem e (W) — [0,1], where i € {1,2,..., M}, solu-
tion v € W is said to s-dominate solution v € ¥, if and
only if e;(u) < e;(v). This relationship will be denoted as
u <F v If u <¥ v, the degree of fuzzy i-dominance is equal
to pom(e;(v) — ei(u)) = pdo™(u <F v). Fuzzy dominance
can be regarded as a fuzzy relationship v <F v between v and
v [66].

Definition 2: Fuzzy Dominance by a Solution: Solution « €
¥ is said to fuzzy dominate solution v € W if and only if Vi €
{1,2,...,M},u <F v. This relationship will be denoted as
u <F v. The degree of fuzzy dominance can be de ned by
invoking the concept of fuzzy intersection [66]. If u <F w,
the degree of fuzzy dominance p9°™(u <F v) is obtained by
computing the intersection of the fuzzy relationships u < v
for each . The fuzzy intersection operation, denoted with a N,
is performed using a family of functions called ¢-norms and is
computed as

ptom(u <F v) = 0 pdom(u <F ). (1)

Definition 3: Fuzzy Dominance in a Population: Givena pop-
ulation of solutions S C ¥, a solution v € S is said to be fuzzy
dominated in S iff it is fuzzy dominated by any other solution
u € S. In this case, the degree of fuzzy dominance can be com-
puted by performing a union operation U over every possible
pdom(y <F v) implemented with ¢-co norms [66]. Hence, the
degree of fuzzy dominance of a solution v € S in the set S is
given by

‘udom(s <F ’U) _ LGJS‘udom(u <F ’U). (2)
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It may be noted that the above usages are consistent with the
standard de nitions of dominance in crisp set parlance.

The following example illustrates how fuzzy dominance is
computed.

Example 1: Fuzzy -Dominance: Consider a problem in-
volving the minimization of two objectives, e; and e,. The
population contains three individuals u, v, and w. Assume that
the corresponding values of (eq, e2) for the different individuals

arew = (4,2),v = (5,5),and w = (1, 4), respectively. We use
the membership function pgo™ = pde™ = ydom given by
0, e<0
pdom(e) = { e/10, 0<e<10. (3)
1, e>10

From the objective values it is inferred that along objective
e1,u and w 1-dominate v and w also 1-dominates u. Along es, u
and w 2-dominate v, and » 2-dominates w.

Let us rst compute the fuzzy dominances along each ob-
jective. Since eq(u) = 4 and e;(w) = 1, from de nition 1,
pdem (w < ) = pdom(ey(u) — ey (w)) = p(3) = 0.3,and as
w dominates along that axis, o™ (u <f w) = pde™(-3) = 0.
As eq(v) = 5, we also get pse™(w < v) = pdom(5 - 1) =
0.4, and pgo™ (u < v) = pdom(5 —4) = 0.1. It can be shown
that the fuzzy dominances between the other pairs of individuals
are zero.

Along the other objective, it can easily be seen
that pgom(u <fv) = 03, pdm(u=<fw) = 02
pdem (w <4 v) = 0.1, with the remaining fuzzy i-dominances
being zero.

Example 2: Fuzzy Dominance: In the previous example, sup-
pose the fuzzy intersection operator is the simple product op-
erator, i.e., ufo™ N pdem = pfem x pgo™ then upon direct
application of (1), we immediately obtain, pd°®(u <¥ v) =
pdom (y <M ) x pgem(u <gem ) = 0.1 x 0.3 = 0.03.
In a similar manner, pdom(w <F v) = pfom(w <fom v) x
pgdeom (w <9om ) = 0.1 x 0.4 = 0.04. The other fuzzy domi-
nances, can be shown to be zero.

Example 3: Fuzzy Dominance in a Population: We compute
the fuzzy dominances in the population S = {u, v, w} when the
union operator is p4°™ () U o™ (y) = pdom(z) + pdo™(y) —
pdom(z) x pdom(y). Here, we obtain, pydom(S <dom o) =
Mdom(u <d0m U) + Mdom(w <d0m U) _ Mdom(u <d0m U) X
plom(y <dom 9) = 0.03 +  0.04 — 0.03 x 0.04 = 0.0688.
The other individuals, » and w, can be shown to have zero fuzzy
dominances in S.

B. Elite Preservation

The rststep of elite preservation in the proposed algorithm is
to compute the fuzzy dominances of the solutions in the merged
population (Fig. 1). The solutions are then sorted by fuzzy dom-
inance into ascending order. An archive with a capacity of N
solutions is cleared every generation, and re lled with the top
N elites.

Sometimes (especially when M is large), the total number of
nondominated solutions exceeds N. Under these circumstances,
diversity is invoked. Similar to NSGA-II, the largest M -dimen-
sional hypercube in the objective space is computed for each so-
lution, such that the hypercube encloses the same solution but

no others. The perimeter I(v) of the enclosing cuboid of any
solution v is given by [24]
M
I(v) = Z (ei(u) — e;(w))/(max(e;) — min(e;))  (4)
=1
where u, and w are solutions adjacent to v when the merged
population is sorted in ascending order according to the sth ob-
jective e;. The denominator in the above equation is kept for nor-
malization. Boundary solutions are assigned oo values. Larger
values of I(v) imply sparseness in the region of the solution v.
Nondominated solutions are inserted into the archive with those
in sparser regions entering  rst. Further details can be obtained
from [24].

C. Secondary Selection

In order to apply the simplex algorithm, » + 1 solutions need
to be picked from the elite population. This is done through a
process referred to here as secondary selection (Fig. 1). Three
methods of secondary selection have been tried.

1) Random: The n + 1 solutions are picked randomly with
equal probability from the elites.

2) Top-Best: The n + 1 solutions with the least fuzzy domi-
nances are chosen. As earlier, when the fuzzy dominances
match, diversity is used as a tiebreaker. In other words
when there are n + 1 or more solutions with zero fuzzy
dominances, they are sorted in ascending order of their en-
closing perimeter.

3) Half-half: Half the solutions are picked using fuzzy domi-
nance as the criterion, while the rest are picked randomly.
The advantage of this method is that the random solutions
that are dominated by others get a chance to move towards
the nondominated front.

D. The Simplex Algorithm

A simplex in n-dimensions is a construct consisting of n + 1
solutions uy, k = {1,2,...,n+ 1} [29]. In a two dimensional
plane, this corresponds to a triangle. The solutions are evalu-
ated in each step and the worst solution w, i.e., the one with the
highest fuzzy dominance, is identi ed. The centroid, ¢, of the
other points computed as ¢ = (1/n)(>_, ur —w) and a new
solution, replacing w, is obtained by reflection » = ¢+ (¢ — w).
If r is the best point in the simplex, an expansion is performed,
replacing r with . = ¢+ n(c — w), where 7 is called the ex-
pansion coef cient. However, if  is worse than w, the simplex
is contracted and the re ected solution is placed on the opposite
side of the worst point in the simplex (an outward contraction).
When solution r is not worse than w, but worse than any other
solution in the simplex, the simplex is still contracted, but the
re ection is allowed to remain on the same side as w (an inward
contraction). Re ection is carried out as r. = ¢ + k(c — w),
where & is called the contraction coef cient. Solution w is re-
placed with the new one, r,r., or r. in the next step. Each of
the above steps of the simplex (which we will refer to as a flip)
brings it closer to the optimal point. Multiple contraction, the
only other Nelder Mead operation is not used as early experi-
ments in this research showed that it results in a loss of diversity.
The simplex is applied until any of the following conditions are
true: (i) the total number of simplex operations in a generation
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exceeds a predetermined limit, 7'; (ii) when the simplex reaches
a stage where a multiple contraction must be applied; or (iii)
when all n + 1 solutions are nondominated. The best solutions
from the simplex, i.e., those with the least fuzzy dominances, are
selected for inclusion in the population of the next generation.
They are obtained directly as the points within the last simplex,
reinserting the point w in place of the re ected solution (r, r. or
r.) if the former is better.

E. The Overall Algorithm

The algorithm is initialized with a population of N random
solutions drawn from uniform distributions between their
prespeci ed ranges. The archive is initially empty, although
in every subsequent generation, it will contain exactly N
solutions. In every generation, the population and the archive
solutions are merged together, and the fuzzy dominances within
this larger population of size 2 N are computed in accordance
with (2).

Solutions are picked without replacement from the merged
population using any of the three secondary selection strategies
described earlier in this section. Since more than a single
Nelder Mead routine can be run in parallel, for each simplex,
a set of n + 1 distinct solutions are picked and a separate
Nelder Mead simplex routine applied to each set. For each
new solution created by ipping the simplex, its fuzzy domi-
nance must be computed. In order to reduce the computational
overhead, only the degree of fuzzy dominance of each solution
within its set of n + 1 solutions is considered. We use an array
of size (n + 1) x (n + 1) to record the pairwise fuzzy domi-
nances (1). This array can be initialized with the values used
in computing the fuzzy dominances of the merged population.
For each simplex ip, if a new solution replaces an old one, the
corresponding row and column are updated. Upon termination,
each simplex contributes its best n + 1 solutions to the new
population.

The remaining solutions in the new population are created
through standard genetic operators. Binary tournament selec-
tion is applied to the individuals in the entire merged popula-
tion based on the fuzzy dominances [24]. When both individ-
uals are nondominated, diversity (4) is used instead. Offspring
are created using simulated binary crossover (SBX) [67] fol-
lowing which polynomial mutation is applied probabilistically
to them [68].

FSGA isrunfora xed number of iterations before being ter-
minated. The nondominated solutions from the archive are re-
trieved. The various steps involved in FSGA are provided below.

1) Randomly generate population of N solutions.

2) Initialize empty archive.

3) Merge population and archive.

4) Evaluate objective functions for each new solution in the

merged population.

5) Compute the fuzzy dominances for each solution in the

merged population.

6) Compute the enclosing cuboid perimeters of the nondom-

inated solutions.

7) Store the N best solutions as the archive.

8) If maximum number of iterations is reached, output the

archive and stop.

9) For each simplex do
a) Reevaluate fuzzy dominances.
b) If the simplex termination criterion is satis ed go to
step 11.
¢) Flip the simplex.
d) Go to step 10a.
10) Create offspring from the merged population using tourna-
ment selection, crossover, and mutation.
11) Create a new population of IV solutions from the best so-
lutions of step 9 and offspring of step 10.
12) Go to step 3.

F. Implementation Issues

In order to calculate the fuzzy dominance relationship be-
tween two solution vectors, trapezoidal membership functions
were used. That is

0, if Ae; <0
M?om(u _<iF ’U) = { (Aez)/pz if Aei <0. (5)
1, otherwise

In the above equation, Ae; = e;(v) — ¢;(u) and the quantity
p; determines the length of the linear region of the trapezoid for
the objective function e;(-). The ¢-norm and ¢-co norms used
for the intersection and union in (1) and (2) are ™ N pgo™ =
o™ x pgem™ and pAom (z) U pdom (y) = pdom (@) + pdo™ (y) —
pdom(z) x pdem(y), as in the previous examples. These are
the standard probabilistic union and intersection operators [66].
Given any population S, the nondominated individuals have
zero fuzzy dominance. As one moves away from the nondomi-
nated set, the fuzzy dominances tend to increase towards unity.

In problems where there are constraints, we add a penalty to
the fuzzy dominances equal to the number of constraints vio-
lated by a solution. As the fuzzy dominances obtained from (2)
can never exceed unity, invalid solutions are guaranteed to be
assigned higher fuzzy dominances.

G. Algorithm Complexity

For a population of O(N) solutions, computing the fuzzy
dominances takes O(M N?) time. The worst case complexity
when computing the diversities as in (4) is O(M N log(N))
[24]. Thus, the overall complexity of the proposed algorithm
without the application of simplex is O(M N?) per generation,
comparable to NSGA-I11, and better than SPEA-II.

Within the simplex algorithm, computing the fuzzy domi-
nances for n + 1 solutions is O(Mn?). Other operations are of
O(n). Hence, the complexity per simplex iteration is O(Mn?).
Overall, because of the simplex algorithm, the complexity is
more than NSGA-II. However, this is offset by the fact that
FSGA has been used for problems that are associated with very
high-computational costs during function evaluation. Further-
more, the results in the next section show that the proposed al-
gorithm may converge faster.

IV. RESULTS

A. Benchmark Test Problems

There are a very large number of multiobjective optimization
test problems available in the literature. Their merits and their
limitations have been discussed at length in [69]. In order to
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carry out a fair comparison, in this paper, the standard bench-
mark ZDT1-4 and ZDT6 problems that were proposed in [70]
were selected. These functions have been used extensively in the
multiobjective evolutionary algorithm literature because they
collectively possess a wide variety of Pareto fronts, and they
were used in [24], where NSGA-11 was originally proposed. We
have adopted another set of test functions for comparison with
ParEGO.

B. GRN1: Modeling Flowering Time Control in Rice

In addition to the benchmark problems, NSGA-II and
SPEA-2 are compared with the proposed algorithm on a
simple single gene network-modeling problem (GRN1). The
algorithms are used to evolve the parameters of a differential
equation model of messenger ribonucleic acids (MRNA) con-
centration of a gene.

The different levels of gene activation (transcription) and
mRNA degradation rates control the cellular production rates
of important proteins. Numerous mathematical approaches
have been used to model gene activity [5], [8], [10], including
differential equation systems that incorporate concepts from
neural networks [71]

d:l)z'

dt
where X is a vector of mRNA concentrations, a is a vector of
parameters, - represents the inner product, R; is the transcrip-
tion rate of gene ¢ when maximally activated, \; is the speci c
degradation rate for gene i mMRNA, and g xx is the sigmoid ac-
tivation function

gy () = 1/(1 + exp(=x)). ™

The z; values are dimensionless as they are normalized rela-
tive to stable standards in the laboratory measurement process.

The rst problem (GRN1), published in [64], involves a
simple, single-gene model to t data on a gene important in
controlling owering time in rice (Oryza sativa). The ow-
ering time of many plants is a function of day length. In rice,
HEADING DATE 1 (Hd1) is strongly implicated as the gene
that combines light sensor signals with diurnal clock phase
data to produce a concentration level related to day length. The
clock signal is the oscillatory level of a gene just upstream from
Hd1, which is modeled in [64] with a sine wave

C(t) = Asin(2r/p+0) + 1 (8)

= Rignn(a-x) — \iw; (6)

where the parameters A,p,6, and p are amplitude, period,
phase, and average level, respectively. Following [72], this
model assumes that rates of maximum production (Ry,, Rp)
and/or speci c degradation (A, Ap) may differ under light and
dark conditions (L and D, respectively). The Hd1 equations
are given as

L(Hd1) = Rpgnn(C(t)) — (HdD)Ap
E(Hd1) = Rpgyn(C(t) — (Hd)A } '

dt

9)

In [72], the levels of HI1 mRNA were measured every 3 h for
54 h under both short-day (SD, 9 h of daylight), and long-day
(LD, 15 h of daylight). These two data sets are used to estimate
the parameters for (8) and (9). Each simulation of Hd1 s RNA

level de ned in (9) should be carried out through alternating pe-
riods of darkness and light for every 24 h cycle. Also, when sim-
ulating (9), two initial conditions for Hd1 are required, corre-
sponding to SD and LD, which are Hsp and Hy p, respectively.

Problem Definition (GRN1): This problem involves esti-
mating a total of 10 parameters: initial conditions for Hd1 for
LD and SD: Hip and Hgp, the transcription rates (Rp, Ry,),
degradation rates (A, Ap), and the parameters of the clock
A,p,6, and u. The two objective functions to be minimized
are the root mean squared errors between experimental data
and predicted values of Hd1 mRNA levels for LD and SD.
Due to insuf cient information about the feasible values of the
parameters, we randomly initialized the initial population with
all the parameters in the range of [0, 10], but no constraints on
the parameters were de ned.

C. Experimental Setup

There are different parameters associated with the various al-
gorithms, some common to all and some speci ¢ to a partic-
ular one. In order to make a fair comparison among all the algo-
rithms, most of these constants were kept the same. For all the
experiments, the population size is N = 100, which also equals
the archive capacity. The distribution index of crossover (7.)
was always 20 and the crossover rate was xed at 0.8. The dis-
tribution index for mutation (7,,,) was set to 20 and the mutation
rate equaled the reciprocal of the search space dimensionality.
These same values are used for NSGA-1l and SPEA-2 in the lit-
erature [24], [23]. Both NSGA-1I and SPEA-2 were run with the
PISA implementation [73], with exactly the same parameters
and variation operators. The performance metrics reported here
are averages over 20 independent runs. The maximum number
of function evaluations for ZDT1, ZDT2, ZDT3, and ZDT6 was
set to 5000 for all the algorithms, but for more complex ZDT4
and GRN1 where it was 25 000. A set of 20 initial populations
of random solutions (one for each run) was used for each algo-
rithm. In FSGA, the number of simplex ips per generation (7°)
was set to 10. The coef cients for the Nelder Mead simplex op-
eration were kept constant at: 7 = 2 and x = 0.5 [74].

D. Performance Metrics

There are a variety of performance metrics that have been ap-
plied to multiobjective algorithms [46], [75]. In this paper, sep-
arate metrics to evaluate convergence and diversity have been
used. According to Deb in [70], three metrics are important:
one for convergence, one for diversity, and one to analyze the
running time (which relates to algorithm complexity). Since the
focus here is to minimize the number of function evaluations as
much as possible, we focus on convergence and diversity. Our
approaches to measure them are outlined below.

There are two different scenarios for evaluating conver-
gence of the nondominated front produced by an algorithm:
(i) problems where the true Pareto front is known a priori and
(i) problems where the Pareto front is unknown. In case of the
benchmark problems where the front is known, a convergence
measure used in [24] is applied. Here, regularly spaced samples
along the Pareto front are generated for comparison with the
nondominated front that each algorithm produces as its output.
The shortest Euclidean distance between each output to any
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TABLE |
COMPARISON OF FINAL CONVERGENCE METRIC FOR DIFFERENT SIMPLEX
METHODS AND NSGA-II AND SPEA-2

TABLE 11
COMPARISON OF FINAL DIVERSITY METRIC FOR DIFFERENT SIMPLEX
METHODS AND NSGA-II AND SPEA-2

ZDTI ZDT?2 ZDT3 ZDT4 | ZDT6 ZDTI ZDT?2 ZDT3 ZDT4 ZDT6
0.31 0.31 0.41 45 0.102 0.203 0.237 0.203 0.099

Prob | (0.021) | (0.047) | (0.028) |(0.2516)|(0.0304) Prob | (0.022) * (0.0207) | (0.0369) | (0.0166)

Top | 0.0057 | 0.00409 | 0.00253 | 0.0350 | 0.0024 Top | 0.0140 | 0.0373 | 0.057 0.0170 | 0.01363

FSGA | Best | (0.0001) | (0.0001) (0.000063)| (0.014) |(0.00027) FSGA | Best [(0.00056)| (0.0032) | (0.0021) | (0.0027) |(0.00086)
0.0048 | 0.0040 | 0.0021 | 0.4510 | 0.0034 0.01207 | 0.01210 [ 0.04419 | 0.0635 | 0.01277
Random|(0.000097)| (0.00004) |(0.000036)| (0.066) | (0.0005) Random| (0.00019) | (0.00024) | (0.00083) | (0.0071) |(0.00025)

Half- [ 0.0051 | 0.00390 | 0.00233 | 0.059 | 0.00379 Half- | 0.01261 | 0.0202 | 0.04998 | 0.0251 | 0.0149

Half | (0.00011) |(0.000056)|(0.000057)| (0.0016) | (0.0006) Half [(0.00032) (0.0016) |(0.00085)| (0.0059) | (0.0019)

NSGA- 1.939 1.597 1.820 2.85 4.73 NSGA- 0.0447 | 0250 | 0.0591 0.060 0.239
1 0.039) | (0.050) | (0.029) | (0.848) | (0.139) i (0.0032) [ (0.0233) | (0.0027) | (0.0169) | (0.0211)
1.94 1.64 1.86 2.6 4.6 SPEA- 0.0525 | 0.273 | 0.0591 0.170 0.257

SPEA-2 (0.048) | (0.039) | (0.027) | (0.225) | (0.146) 2 (0.00451) | (0.0267) | (0.0030) | (0.0544) | (0.0276)

of these samples in the known Pareto front is computed. This
shortest distance, averaged over all the algorithm s output
solutions is considered to be the convergence metric.

Unfortunately, when the true Pareto front is unknown, as in
GRN1, the above metric cannot be applied. Under these circum-
stances, we simply consider the best solution along each objec-
tive being minimized, i.e., extreme points in the nondominated
front. Their values at different stages in the algorithm s execu-
tion are plotted instead, and visual comparisons are resorted to.

Since we make use of the hypercube perimeter metric (4) for
all the solutions in the nal Pareto front, we use its standard de-
viation as a diversity measure. This value will be ideally zero if
the nondominated solutions at the end of a run are spread out
evenly. However, care must be taken because solutions that are
located far out in the search space may have a lower diversity
metric value but be inferior in convergence. Thus, algorithms
are rst compared for convergence, with diversity used to dis-
criminate between ties.

E. Comparison of Different Simplex Approaches

In [33], a probabilistic version of the simplex was proposed,
and hybridized with a single-objective GA. Rather than con-
stants, the probabilistic simplex uses random values between
0 and 2 for re ection and contraction coef cients. Values are
drawn from some predetermined probability distribution - trian-
gular with unit mode in [33]. We also evaluated the probabilistic
simplex hybrid algorithm s performance when used in FSGA.

Tables | and Il give the nal convergence and diversity met-
rics (and their standard errors within parentheses) for the ZDT
problems for the different simplex methods. For both metrics
lower values signify better performance. For GRN1, Fig. 2 plots
the minimum along each objective function found versus the
number of function evaluations.

It is clear from Tables I and |1 that probabilistic simplex per-
formance is inferior in convergence on all ZDT problems in
comparison to other simplex methods. There are only marginal
convergence differences for the three different Nelder Mead se-
lection strategies in the ZDT1, ZDT2, ZDT3, and ZDT6 prob-
lems (Table I). Note that the random approach yielded better
results on the same problems, closely followed by half half
(Tables I and I1). In ZDT4, which has a multimodal tness land-
scape, the top-best selection technique converged better. This

*Could not be computed as none of the runs contained more than two non-
dominated solutions.
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Fig. 2. Convergence of minimum of error in prediction of Hd1 for LD and SD
for simplex selection methods and NSGA-11 and SPEA-2 in GRN1.

is because the simplex was populated with individuals closer
to local minima, making it easier for the simplex to nd better
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Fig. 3. Sample Pareto fronts of FSGA, NSGA-II, and SPEA-2 on ZDT problems and GRN1.

f4

solutions. However, even here the performance of half half ap-
proach is only slightly lower than the top-best approach, making

it the best overall strategy.

Error in Prediction for Hd1 for SD
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Probabilistic simplex shows best convergence for one objec-

tive in GRN1, but not in the other (Fig. 2). The top-best strategy
outperformed other methods on the hard ZDT4 and ZDT6 prob-
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Fig. 4. Worst attainment surfaces obtained by ParEGO (left) and FSGA (middle) and all nondominated solutions from ParEGO ( ) and FSGA

Fig. 5. Worst attainment surfaces obtained by ParEGO (left) and FSGA (middle) and all nondominated solutions from ParEGO (' ) and FSGA

lems, but not in GRN1. The tness landscapes are highly com-
plex in gene network modeling problems [7] and it is not easy
to nd good solutions, so greedier search methods can lead to
premature, local convergence. However, random searches may
be inef cient on such terrain, suggesting a need for balanced ex-
ploration and exploitation that the half half strategy was able to
provide.

F. Comparison With NSGA-II and SPEA-2

The performances of all implementations of FSGA are supe-
rior to NSGA-1I and SPEA-2, except for the probabilistic sim-
plex in ZDT4 (Tables I and I1). Fig. 3 compares the sample nal
Pareto fronts obtained in single runs of FSGA using half half
simplex selection, NSGA-1I and SPEA-2 on all ZDT problems
and on GRN1. All runs entailed the same number of function
evaluations.

G. Comparison With ParEGO

FSGA was compared with ParEGO [28] on all the benchmarks
involving three objectives, which are the DTLZ2a, DTLZ4a,
DTLZ7a,and VLMOP3 test problems. The other test functionsin
[28], were biobjective. They are not included because all but one
had search spaces that were only two-dimensional.

Since FSGA does not yet implement the hypergrid method
for generating an initial population as in ParEGO, random ini-
tial populations were used instead, separately for the individual

on DTLZ2a.

on DTLZ4a.

runs of each problem. The ParEGO results reported in [28] and
available for download in [76] were used for comparison. [28]
uses the worst attainment surfaces from multiple runs to com-
pare algorithms. Such a surface de nes the region in the objec-
tive function space that is dominated by an algorithm s output in
at least one run. It is obtained by merging the nondominated so-
lutions produced as the output by each run, and considering only
those points that do not dominate anything else in the merged
set. Further comparisons using the metrics used in [28] were
considered to be outside the scope of this research.

Figs. 4 7 report the worst attainment surfaces of 21 runs of
ParEGO (left) and FSGA (center), and the nal nondominated
solutions (right) obtained from all the runs. Fig. 4 show that
ParEGO outperforms FSGA in convergence for the DTLZ2a
problem. DTLZ4a is a similar problem but with solutions that
are severely biased towards the two surfaces (f1 — f2 and f1— f3)
only. In this problem, FSGA outperforms ParEGO (Fig. 5). Al-
though a strict comparison between the two algorithms cannot
be made for DTLZ7a and VLMOP3 (Figs. 6 and 7), the results
show that FSGA is at least comparable with ParEGO. In all four
problems, the data available in [76] is after 250 function eval-
uations. The FSGA plots in Figs. 4 7 were all obtained after a
maximum of 240 function evaluations. In three of the problems,
FSGA produced either similar or better attainment surfaces with
slightly fewer function evaluations. Observing the plots of all
nondominated solutions, it is also clear that FSGA has a compa-
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Fig. 6. Worst attainment surfaces obtained by ParEGO (left) and FSGA (middle) and all nondominated solutions from ParEGO () and FSGA

Fig. 7. Worst attainment surfaces obtained by ParEGO (left) and FSGA (middle) and all nondominated solutions from ParEGO ( ) and FSGA

rable or better spread than ParEGO in each case. Hence, FSGA s
overall performance compares well with that of ParEGO. It may
also be noted here that each function evaluation in ParEGO is
associated with signi cantly more computational overhead than
in FSGA.

H. Varying the Number of Simplexes Per Generation

If the population size is held constant, using more simplexes
decreases the number of solutions subjected to crossover and
mutation (Fig. 1). That is, more simplexes equates to more ex-
ploitation and less exploration. This section seeks the optimal
number of simplexes to balance exploration and exploitation,
and achieve the best hybrid performance. The half half selec-
tion strategy is used because it was previously demonstrated to
be the best overall approach.

With a population of 100 individuals, the 30 parameters in
the ZDT1, ZDT2, and ZDT3 problems permit a maximum of
only 100/(30 + 1) 3 simplexes per generation. However,
ZDT4, ZDT6, and GRN1 have ten parameters so at least nine
simplexes can be generated per generation. In these runs, the
number of simplexes was progressively increased until perfor-
mance began to deteriorate due to excessive exploitation. Fig. 8
shows the convergence metric versus function evaluations as the
simplex number varies for the ZDT problems. Fig. 9 shows the
convergence of the minimum of the two objectives for the GRN1
problem. Fig. 10 compares the actual data and predicted re-
sponse of a solution selected from the combined set of nondom-

on DTLZ7a.

on VLMOPa3.

inated solutions. Tables 11l and IV give the nal ZDT problem
convergence and diversity metrics and their standard errors for
different numbers of simplexes.

For ZDT1, ZDT2, and ZDT3 there are only marginal perfor-
mance differences between one simplex and none, i.e., a pure
evolutionary algorithm (Tables 111 and 1V). On the other hand,
using more simplexes, which results in excessive exploitation,
affects the performance of the algorithm, causing the conver-
gence and diversity properties to deteriorate. Fortunately, the
performance effect is not drastic, as these problems have tness
landscapes that are relatively less rugged. This allows the GA to
achieve good performance even without the use of local search.

In other words, even though the convergence rate of the GA
is affected, FSGA is still able to achieve better performance be-
cause it can run more generations for the same number of func-
tion calls. It is only with more than three simplexes per genera-
tion that 90% of the effort is exploitation and algorithm perfor-
mance starts to deteriorate.

V. NOISE ANALYSIS

This section examines how possible data discrepancies can
in uence the solutions produced. The scope of this study is lim-
ited to tting network parameters to noisy expression data.

A. GRN2: Modeling Flowering Time Control in Arabidopsis

In the molecular genetic model plant, Arabidopsis thaliana,
three genes TERMINAL FLOWERING 1 (TFL1), APETALA 1
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